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Overview

Linear regression model for multiple predictors

Centering and rescaling predictors to increase interpretability
Categorical predictors in the linear model

- binary predictors

- multilevel categorical predictors

Testing for linear trend with ordinal categorical predictors




® |inear model for a continuous outcome Y and p predictors:
- mean of Yis linearly related to the x’s:
E [Yle,XQ, C ,Xp] =1lg+! Xy +!1oXs+aaa! pXp

- individual values of Y are linearly related to the x’s, with
normally distributed errors:

Y = o+ Brwy+ Powo + add By, + o€, € N(ngz)

¥ ! 0 is the mean of Y when all xOs are 0

¥ ! j is the change in the mean of Y associated with a unit

increase in X holding the values of all the other x’s fixed

¥ Coefficients estimated via least squares




Linear regression model with two predictors:
Interpretation of coefpcients

® Mean of outcome is linearly related to the predictors:

Ely|z1,z2] = o+ 1z1+ 122

From HERS study data, as discussed in chapter 3 in textbook (includes 2763 women) :

® Example |: glucose level related to BMI (kg/n) and exercise (exercise" 3 times / week,Y/N)

FE|glucose | BMI, exercise| = By + 81! BMI + 35! exercise

® Example 2: glucose level related to BMI and HDL cholesterol

E [glucose | BMI,HDL] = ! g+ ! ; x BMI+! 5 x HDL




® Example |: average glucose level related to BMI and exercise
regress glucose BMI exercise

Source Number of obs
F( 2, 2755)

284026.585 142013.293 Prob > F

Residual 3464771.97 1257.63048 R-squared

Adj R-squared =

Root MSE

1.77938 .1241592 14.33 0.000 1.535926 2.022835
-2.893171 1.406632 -2.06 0.040 -5.65133 -.1350112
62.41536 3.740209 16.69 0.000 55.08147 69.74926

Specifies a linear relationship between glucose and BMI for each level of exercise

- For non-exercisers (exercise = 0)

E|glucose | BMI, exercise = 0] = 62.42 + 1.78 x BM T — 2.89 x (

- For exercisers (exercise 1)

E[glucose| BMI , exercise =1] =6242+1.78 x BMI —2.89 x 1

Note the two lines have identical slopes, but different intercept coefficients . A model allowing
different intercepts andslopes would represent an interactiobetween BMI and exercise
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® Example I: average glucose level related to BMI and exercise

—— exercise at least 3 times/week
exercise < 3 times / week




® [Example 2: average glucose level related to BMI and HDL

. regress glucose BMI HDL

Source Number of obs =
F( 2, 2744)

298308.604 149154.302 Prob > F

Residual 3434541.36 1251.65502 R-squared

Adj R-squared =

Root MSE

[95% Conf. Interval]

1.730269 .1245484 13.89 0.000 1.486051 1.974487
-.203931 .0520958 -3.91 0.000 -.306082 -.10178
72.94558 4.856772 15.02 0.000 63.42228 82.46888

Specifies a linear relationship between glucose and BMI for any fixed value of HDL

- example: HDL= 100:
FElglucose| BMI ,HDL =100] =72 .95+ 1.73x BMI — 0.20 x 10(

Specifies a linear relationship between glucose and HDL for any fixed value of BMI
- example: BMI=50:

E|glucose | BMI = 50, HDL| = 72.95 4+ 1.73! 50" 0.20! HDL

Note different fixed values of one predictor generate parallel lines for the relationship between
the outcome and the other predictor 7




® [Example 2: average glucose level related to BM| and HDL

glucose




Centering Predictors

® To make model intercept interpretable

® Example : center BMI and HDL

. egen meanBMI = mean(BMI)

. gen cBMI = BMI - meanBMI
(5 missing values generated)

. egen meanHDL = mean(HDL)

. gen cHDL = HDL - meanHDL
(11 missing values generated)

. regress glucose cBMI cHDL

Source SS

298308.604

Residual 3434541.36

3732849.97

1.730269
-.203931
112.1454

.1245484
.0520958
.6750148

149154.302
1251.65502

1359.37726

Coefficients for BMI and HDL unchanged
from previous model

Intercept gives mean glucose for individuals
with mean values of BMI and HDL

2747
119.17
0.0000
0.0799
0.0792
35.379

Number of obs =
F( 2, 2744)
Prob > F
R-squared

Adj R-squared =
Root MSE

P>|t| [95% Conf. Interval]
0.000

0.000

1.486051
-.306082
110.8218

1.974487
-.10178
113.469




Centering Predictors : Summary

® 1-unit change in BMI = 1-unit change in centered BMI
1-unit change in HDL = 1-unit change in centered HDL
Intercept is now mean glucose for an individual with average HDL & average BMI

Centering makes intercept interpretable

Centering also helps reduce collinearity in models with interaction terms




Rescaling Predictors

® To make predictor coefficients more interpretable

® Example :rescale BMI by 10 and HDL by 50

. gen BMI_10 = BMI/10

Lo coefficient gives change mean glucose
(5 missing values generated)

for each 10-unit increase in BMI

. gen HDL 50 = HDL/50

(11 missing values generated) . .
coefficient gives change mean glucose

. regress glucose BMI_10 HDL_50 for each 50-unit increase in HDL

Source SS Number of obs = 2747
F( 2, 2744) 119.17
298308.608 149154.304 Prob > F 0.0000
Residual 3434541.36 1251.655 R-squared = 0.0799
Adj R-squared = 0.0792
3732849.97 1359437726 Root MSE = 35.379

t [95% Conf. Interval]

17.30269 1.245484 13.89 14.86051 19.74487
-10.19655 2.604792 -3.91 -15.3041 -5.089
72.94558 4.856772 15.02 63.42228 82.46888

intercept gives mean glucose for an indiv. with BMI=0 & HDL = 0
B




Rescaling Predictors: Summary

slopes for rescaled versions of BMI & HDL change to represent scaling units
leads to estimated coefficients with clearer clinical interpretations
coefficient for BMI_10 = 10*coef. for BMI , coef. for HDL 50 = 50*coef. for HDL

Cls for coefficients are also multiplied by 10 (for BMI) and 50 (for HDL),
respectively

Tests, 2 unaffected

The same model -- expressed differently




Centering & Rescaling Predictors

® Combines the effects if centering and rescaling
® Example :rescale centered BMI by 10 and centered HDL by 50

gen cBMI_10 = cBMI/10 coefficient gives change mean glucose
(11 missing values generated) for each 10-unit increase in BMI

gen cHDL 50 = cHDL/50
(11 missing values generated) coefficient gives change mean glucose

for each 50-unit increase in HDL
regress glucose cBMI_10 cHDL_50

Source SS Number of obs = 2747
F( 2, 2744) = 119.17
298308.604 149154.30 Prob > F 0.0000
Residual 3434541.36 1251.65 R-squared 0.0799
Adj R-squared = 0.0792
3732849.97 Root MSE = 35.379

Coef. . . t P>|t| [95% Conf. Interval]

cBMI 10 17.30269 1.245484 13.89 0.000 14.86051 19.74487
cHDL 50 -10.19655 2.604792 -3.91 0.000 -15.3041 -5.089
112.1454 .6750148 166.14 0.000 110.8218 113.469

intercept gives mean glucose for an indiv. with average BMI & average HDL
B




Centering and Rescaling, Summary:

® Center variables: affects interpretation of intercept
® Rescale variables: affects interpretation of slope
® (Centering and rescaling: combines the above effects in one model

- centering on the mean and rescaling by the standard deviation a special

case, often referred to as standardized regI'ESSIi@sﬁ]Its often less interpretable
clinically)

® Give same model for mean




Interpretation of Models with Categorical Predictors

® Simplest case: exercise as a single binary predictfglucose in HERS data
® Predictor: Exercise (0 : < 3 times/week ; I:" 3 times/week)
- Focuses analysis on a two group comparison (i.e. glucose in two exercise groups)

ttest glucose, by(exercise)
Two-sample t test with equal variances
[95% Conf. Interval]

114.5611 .9248629 38.07695 112.7471 116.3751
108.3277 1.055248 34.4858 106.2571 110.3983

mean (no) mean(yes)
=0 degrees of freedom

Ha: diff < 0 Ha: diff != 0 Ha: diff > 0
Pr(T < t) = 1.0000 Pr(|T| > |[t]|) = 0.0000 Pr(T > t) = 0.0000




Regression with a Single Binary Predictor

® Model including exercise as a single binary predictor

. regress glucose exercise

Source Number of obs =
F( 1, 2761)
25456.7303 1 25456.7303 Prob > F
Residual 3725004.73 2761 1349.15057 R-squared
Adj R-squared =
2762 1357.87888 Root MSE

[95% Conf. Interval]

exercise -6.233347 1.434994 -4.34 0.000 -9.047117 -3.419576
_cons 114.5611 .8921654 128.41 0.000 112.8117 116.3104

Intercept goefficient gives average glucose among those with exercise=0

Coefficient for exercise gives difference in average glucose between those with
exercise=1, and those with exercise=0

® The regression model essentially reproduces the t-test results (confidence intervals differ slightly)

Note This interpretation depends on exercise being coded as a binary (0/1) variable

(other codings can be handled in Stata using the ”"i.” notation as described in lab and below)
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Regression with a Single Binary Predictor: Predicted Means

E [glucose | exercise] = 114.6 — 6.23 X exercise

mean(glucose) if exercise=0: 114.6
mean(glucose) if exercise=1: 114.6 - 6.23

The first mean is given in Stata output

must sum coefficients to get mean for exercisers

lincom command is useful here




Use of 1incom command to estimate
means for specified predictor values

E [glucose | exercise] = 114.6 — 6.23 X exercise

The 1incom command is issued immediately after a regression model is fitted
Gives the predicted outcome value for a linear combination of coefficients
Also gives the confidence interval

For the model above:

. lincom _cons + exercise

( 1) exercise + cons

[95% Conf. Interval]




Example: Binary Predictor with Reversed Categories

® Define a new exercise variable as follows:
= 1 :exercise < 3 times / week ; 0O :exercise" 3 times/ week
® Regression model (next slide) still specifies mean glucose for both levels of exercise

® What will intercept and slope be for this model?




Example: Binary Predictor with Reversed Categories

recode exercise (1 = 0) (0 = 1), gen(nexercise)
(2763 differences between exercise and nexercise)

regress glucose nexercise

Number of obs =

F( 1, 2761)
25456.7303 25456.7303 Prob > F
3725004.73 1349.15057 R-squared

Adj R-squared =

Root MSE

[95% Conf. Interval]

6.233347 1.434994 3.419576 9.047117
108.3277 1.123944 106.1239 110.5316

lincom _cons + nexercise

1) nexercise + cons

glucose | Coef. Std. Err. [95% Conf. Interval]
_____________ o

114.5611 .8921654 128.41 112.8117 116.3104




Effect of Recoding a Binary Predictor:

® Changed the reference group
intercept: mean glucose if exercise” 3 times / week
slope: difference in means between non-exercisers and exercisers
P-value for the exercise predictor is unaffected
lincom cons + nonexercise

- gives mean for those who don’t exercise




Interpreting a Binary Predictor in a model with an
additional continuous predictor (centered BMI):

regress glucose cBMI exercise

Source Number of obs
F( 2, 2755)

284026.585 142013.293 Prob > F

Residual 3464771.97 1257.63048 R-squared

Adj R-squared =

Root MSE

[95% Conf. Interval]

1.77938 .1241592 14.33 0.000 1.535926 2.022835
-2.893171 1.406632 -2.06 0.040 -5.65133 -.1350112
113.2687 .8669381 130.65 0.000 111.5688 114.9686

Intercept coefficient gives average glucose (mg/dL. for individuals with exercise=0 and
with average BMI (kg/n¥)

Coefficient for cBMI gives change in average glucose (mg/dl. for a unit increase in BMI
(kg/n®), for either exercise group

Coefficient for exercise gives difference in average glucose between those with
exercise=1 and exercise=0,among individuals with average BMI
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Multilevel Categorical Predictors

® (Codes for each level of a multi-level classification

® QOrdinal v. Nominal

® nominal: zip code, race

® ordinal: grading of physical activity in HERS study(coded 1-5)

codebook physact

numeric (byte)
physact
[1,5]
unique values: 5
tabulation: Freq.
197
503
919
838
306

units 1
missing . 0/2763
Label
much less active
somewhat less active
about as active
somewhat more active
much more active




Multilevel Categorical Predictors (continued)

® Entering a categorical predictor directly in a linear regression model does not give
desired results:

regress glucose physact

Source Number of obs =
F( 1, 2761)

84598.446 84598.446 Prob > F

Residual 3665863.01 1327.73018 R-squared

Adj R-squared =

Root MSE

[95% Conf. Interval]

-5.108028 .6399219 -7.98 -6.362802 -3.853254
128.4981 2.16199 59.44 0.000 124.2588 132.7374

Coefficient for physact gives the change in average glucose associated with a one-unit
increase in physact

physact is not a continuous measure, and we usually do not want to assume that
glucose changes in the same way between all levels of activity




Multilevel Categorical Predictors (continued)

® Want the regression model to estimate differences in average glucose between levels of
physical activity without the restriction in the model on the previous slide

® Solution: Create separate binary indicators (dummy variables) for each level of physact

recode physact (1 =1) (2/5 = 0), gen(pal)

. recode physact (1 =0) (2=1) (3/5=0), gen(pa2)
recode physact (1/2 =0) (3 =1) (4/5 = 0), gen(pal3)
recode physact (1/3=0) (4 =1) (5 =0), gen(pad)
recode physact (1/4 =0) (5 = 1), gen(pab)
regress glucose pal pa2 pa3 pa4 pab5

Source Number of obs =
F( 4, 2758) =
87696.4867 4 21924.1217 Prob > F
Residual 3662764.97 2758 1328.05111 R-squared
Adj R-squared =
2762 1357.87888 Root MSE

[95% Conf. Interval]

(dropped)

-7.766619 .062946 . . -13.77252 -1.760719

-10.43031 .861203 . . -16.04063 -4.819996
-17.4218 .885509 . . -23.07978 -11.76383

-20.86474 .328876 . . -27.39208 -14.33739
124.6294 .596416 . . 119.5383 129.7206

Note Stata only needs 4 indicator variables, so it drops one
25




Multilevel Categorical Predictors (ontinued)

® preceding categorical predictors with i. in regression formulae in Stata | |
automatically creates indicator variables necessary to represent multiple levels of a

categorical predictor:

. regress glucose i.physact
source

87696.4867 21924.1217
Residual 3662764.97 1328.05111

-7.766619 .062946
-10.43031 .861203
-17.4218 .885509
-20.86474 .328876

124.6294 .596416

Note Results identical to the model on the previous slide

Number of obs =

F( 4, 2758)
Prob > F
R-squared

Adj R-squared =

Root MSE

-13.77252
-16.04063
-23.07978
-27.39208

119.5383

-1.760719
-4.819996
-11.76383
-14.33739

129.7206




Multilevel Categorical Predictors (ontinued)

® Definition of indicator variables generated for physact by i. with regress in Stata | |:

Physical activity category .physact .physact . 4 .physact 5.physact
much less active (1)
somewhat less active (2)

1
1
0
about as active (3) 0
0
0

somewhat more active (4)
much more active (5)

2
0
1
0
0
0

® Resulting regression model:

E[glucose Iphysact] =, + p,2 .physact + ;3 .physact + f,4 .physact + ,5.physact

With constant term in the model, don’t need the indicator for the 1st category
(taken as the baseline level)

Coefficient for each indicator gives the difference in mean glucose between that
level and the baseline level. For example:

Mean glucose for level 2: (g + (2

Mean glucose for level 1: ! g

Difference in mean glucose
between levels 2 &I : 2




Multilevel Categorical Predictors (ontinued)

® Equivalent approach using xi: and i. in Stata 10 (also works in version | |):
q PP g

Physical activity category Iphysact 1 Iphysact 2 Iphysact_ 3 Iphysact 4 Iphysact 5

much less active (1)
somewhat less active (2)
about as active (3)
somewhat more active (4)
much more active (5)

® Resulting regression model:
E[ glucose| physact] = (p + B2_Iphysact 2+ (33_Iphysact_3+ (34 _Iphysact 4+ [(5_Iphysact.b

® |dentical to result obtained using new i. syntax in Stata | |, but indicator
variables created (_Iphysact 2 - _Iphysact_5) here are savedn the working

dataset, and can be listed using the describe command




Multilevel Categorical Predictors (ontinued)

® Note:in Stata 10 (and earlier versions) the i . syntax works only in conjunction
with the xi: command (both types of commands work in Stata | |)

. Xi:regress glucose i.physact
i.physact _Iphysact 1-5 (naturally coded; Iphysact 1 omitted)

Source Number of obs = 2763

F( 4, 2758) = 16.51
87696.4867 21924.1217 Prob > F = 0.0000
Residual 3662764.97 1328.05111 R-squared = 0.0234
Adj R-squared = 0.0220
Root MSE

_Iphysact 2 -7.766619 .062946 . . -13.77252 -1.760719
_Iphysact 3 -10.43031 .861203 . . -16.04063 -4.819996
_Iphysact 4 -17.4218 .885509 . . -23.07978 -11.76383
_Iphysact 5 -20.86474 .328876 . . -27.39208 -14.33739
124.6294 .596416 . . 119.5383 129.7206

Note Results identical to the models on slides 25 & 26.




Multilevel Categorical Predictors (ontinued)

® Use of 1incom to get mean glucose for all levels of physical activity (Stata | | only):

quietly regress glucose i.physact
lincom _cons much less active (1)

Coef. Std. Err.

lincom _cons + 2.physact somewhat less active (2)
_____________ e e e e e e e e e e e e e e e e e e e e e

116.8628 1.624888 71.92 . 113.6767

lincom _cons + 4.physact somewhat more active (4)
_____________ o

107.2076 1.258883 85.16 . 104.7392




Multilevel Categorical Predictors (ontinued)

® Use of 1lincom to get mean glucose for all levels of physical activity (Stata 10 & 11):

quietly xi:regress glucose i.physact
lincom _cons much less active (1)

glucose| Coef. Std. Err. t P>|t|] [95% Conf. Interval]
_____________ e e e e e e e e e e e e e e e e

124.6294 2.596416 48.00 0.000 119.5383

lincom cons + _Iphysact 2 somewhat less active (2)
_____________ e e e e e e e e e e e e e e e e e e e e e

116.8628 .624888 71.92 0.000 113.6767

lincom cons + _Iphysact 3 about as active (3)
_____________ e e

114.1991 .202125 95.00 0.000 111.842

lincom cons + _Iphysact 4 somewhat more active (4)
_____________ o

107.2076 .258883 85.16 0.000 104.7392

lincom cons + _Iphysact 5 much more active (5)
_____________ e e e e e e e o e

103.7647 .083275 49.81 0.000 99.67977




Multilevel Categorical Predictors (ontinued)

® The linear model including binary indicators to represent levels of a

categorical predictor allows comparisons between any desired levels of
physical activity

Use of 1incom to get difference in mean glucose between two specified
levels of physical activity (e.g. level 5 compared to level 3):

Mean glucose for level 5: lo+ !5
Mean glucose for level 3: ! g + 13
Difference: ! 51 I3

. lincom 5.physact - 3.physact

1) - 3.physact + 5.physact

glucose | Coef. Std. Err. [95% Conf. Interval]
_____________ e e e e e e e e e e e e e e e e e e e e e e e e e e e

-10.43442 2.405232 -4.34 0.000 -15.15066 -5.718186




Graphical representation of fitted models for average glucose including physact as
a categorical (blue) and continuous (red) predictor

categorical fit —— linear fit

3
Physical Activity Level




Stata commands for the preceding figure:

. Xi:regress glucose i.physact
. predict Ipc, xb

. Xi:regress glucose physact

. predict Ipl, xb

. twoway (line Ipc physact, connect(stairstep) sort) (line Ipl physact, sort), plotregion

(style(none)) ytitle("glucose") xtitle("Physical Activity Level") legend(order(1 2) label(1
"categorical fit") label(2 "linear fit") pos(12) ring(0) )




Multilevel Categorical Predictors (ontinued)

® Testing overall impact of physical activity as a predictor of average glucose level in HERS

® Fstatistic in the standard output tests the homogeneitypothesis that the true values
for all of the (4) coefficients used to represent physical activity are equal to zero

. regress glucose i.physact

Source Number of obs =
F( 4, 2758) =
87696.4867 4 21924.1217 Prob > F
Residual 3662764.97 2758 1328.05111 R-squared
Adj R-squared =
3750461.46 2762 Root MSE

Rest of output omitted

® The testparm command can be used to evaluate this, even when additional predictors

are included in the model:
. testparm i(2/5).physact

1) 2.physact =
2) 3.physact =
3) 4.physact =
4) 5.physact

F( 4, 2758) =
Prob > F =




Multilevel Categorical Predictors (ontinueq)

® Stata |0 version of previous command:

. quietly xi:regress glucose i.physact
. testparm _Iphysact *

( 1) _TIphysact 2 =
( 2) _Iphysact 3
( 3) _Iphysact 4 =
( 4) _Iphysact 5

F( 4, 2758) =
Prob > F =




Multilevel Categorical Predictors (ontinued)

® Ftest allows an overall test of the contribution of physact to the model by evaluating
heterogeneity in group-specific means (similar to ANOVA)

® ({-testsonly allow evaluation of each activity level to the baseline level

- multiple tests harder to interpret, and can multiple testing inflate experiment-wise
error rate (EERsee section 4.3.4 of textbook)




Multilevel Categorical Predictors (ontinued)

Homogeneity Between Outcome Means for Levels of a
Categorical Predictor vs. Trend in Mean over Levels:

Homogeneity: no difference in mean outcome between the groups coded by
the categorical predictor

Trend: difference between groups which implies a trend in mean glucose with
increasing levels of the categorical predictor

“Trend” only make sense if predictor variable is ordered is some way

Trend test can be based on a specified combination of coefficients (a so-called
contra9tand tested using 1incom in Stata (section 4.3.5 of textbook)




Trend Test: example

Average glucose varies across levels of physact
No trend: best fitting line to mean outcome levels across levels is flat
A significant test for trend indicates that the above line has non-zero slope

Linear trend can be evaluated using a specific Fstatistic based on a
combination of coefficients of the categorical predictor:

Number of Model

levels Coefficients Linear contrast in coefficients
33 B3=0

33, B4 B2+ B3+ 3B4=0

33, B4, Bs -Bo+Ba+2B5=0

Bs, B4, BS, BG -3[32 = Bs + B4 + 385 + 556 =0

See Table 4.5 in section 4.3.5 of textbook




Trend Test: example

® The following test command applied after the model including physact is
fitted evaluates the significance of linear trend:

. test-2.physact + 4.physact + 2*5.physact=0
( 1) - 2.physact + 4.physact + 2*5.physact =

F( 1, 2758) = 54.38
Prob > F 0.0000

Stata 10 version:
. quietly xi:regress glucose i.physact
. test- Iphysact 2 + Iphysact 4 + 2* Iphysact 5=0

( 1) - 2.physact + 4.physact + 2*5.physact =

F( 1, 2758) = 54.38
Prob > F 0.0000

Conclude that there is evidence for a linear trend in mean glucose across levels
of physact

Note that a linear trend may not be sufficient to characterize the change in
average glucose across levels of physact - a departure from this trend may
also be present

Test for a departure from a linear trend is also possible (see textbogk
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Results

® We see that there is a pattern of decrease in glucose with physical activity

® p-value for trend test is highly significant: there is a significant trend

Note: evaluating trend by including a categorical predictor as a continuous
score in a regression model, and using the associated t-test is not as powerful
as the approach outlined in the past few slides




Summary

Multiple linear regression model extends simple linear model and involves
similar assumptions

Categorical predictors factored into binary indicators
(use xi: with regress in Stata)

Mean outcome for successive levels compared to a reference level
Can perform: overall Ftest, trend test or examine pairwise comparisons

Trend tests useful with ordinal categorical variables




