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Biostat 212, Summer 2009

Lab 6, Due 9/15/08


Lab 6

The goal of this laboratory session is to learn how to make basic figures with Stata.  While Stata is not great for making some types of graphs (bar graphs, for example), it’s very good for pie, box, and scatter plots.  In this lab we will learn to make each of these types of graphs with the graph pie, graph box, and twoway commands, and learn how to navigate Stata’s graphics pulldown menus, which are crucial to use if you want to make your figures look presentable.  For your homework, you will re-create the figures shown at the end of each section and send the do file containing the final commands to your section leader.
A note about Stata versions: the narrative description in this lab is designed for Stata 11.  The lab will also work mostly with Stata 10; the pull-down menu format for Stata 9 is often different; and earlier versions won’t really work at all for this lab.
Instructions

1) Download the dataset.  To do this, find the file (“Neonatal.dta” ) on the course website (look for it attached to Lecture 6 on the web syllabus) and save it to your working directory.
2) Create a do file, using the template, and name it “Lab6_PletcherM.do” (substitute your name), which does the following tasks:
· Opens a log file called “Lab6_PletcherM.log” (substitute your name) 

· Loads the “Neonatal.dta” file

· Leaves space for the graphing commands

· Closes the log

· Uses the other convenience commands we used in Labs 2, 3 and 5.

Run the do file, and make sure you can run it repeatedly, and it does what you thought it would – edit until it does.

3) Acquaint yourself with the variables by viewing the data dictionary with the "describe" command.  In particular, look for the variables that define birth weight and gestational age, which we will use in this lab.
Part 1: Pie chart
First, we will start with a simple pie chart to familiarize ourselves with Stata's basic graphical features.  The most common use of graph pie will take on the form:

graph pie, over(catvar)

Pie slices are drawn for each value of the categorical variable.  The slices correspond to the number of observations in each group/category.  The categorical variable can be a string or numeric.  Our goal for Part 1 is to create a pie graph to illustrate the frequency of gestational age categories in this cohort.  The final product of Part 1 should look like this:
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4) Although you could directly type in this command, it is useful to learn how to do this using Stata’s graphics program using the pull-down menus, as this is the best way to learn how to add features for your graphs.  Click "Graphics", then "Pie chart".  We will "Graph by categories", which is already the default selection in the Main window.  For the "Category variable", select gestagecat.  Then click "Submit".  The resulting command should be:

graph pie, over(gestagecat)

Note that if you clicked "OK", that the pull-down menu disappears.  If you click "Submit", the pull-down menu remains with all of the information that you have typed in.  Using “Submit” is convenient when you are testing features for your graph.  
5) Now let’s work on making the graph nicer-looking, starting with labels.  Click on the “Slices” tab on the Pie Chart interface, then the “Label properties (all)” button, and:
· Label the slices with the “percent” for each category

· Change the “Size” of the percent label to “Huge” (experiment a bit with sizes here to see what the range of possibilities is)

· Format the number of decimal places in the label to just whole numbers (Try “Fixed Numeric” under “Format”)

· Change the color of the label text to “White”

6) At this point, let’s transfer the command over into your do file.  Paste the command from the display window into your do file.  It will probably not work perfectly right away because there will be a line break in the command.  Fix this, and then run the do file until it produces the same graph as you produced from the pull-down menu.

7) Now reformat the command in your do file a bit so it looks like this:

graph pie







///


, 
over(gestagecat)




///



plabel(_all percent, color(white) size(huge) format(%9.0f))

This is the way I like to organize graph commands because they can get complex and hard to follow.  This way, each option is on its own line.  Note the “///” – remember that this allows a single command to be broken into several lines but run just as if it were a single line.  Run your do file again and make sure it works.  Try changing the color by changing the words in the command directly (instead of through the pull-down menu).
8) Go back to your pull-down menu and click on the “Legend” tab, and then:
· Make sure the Legend shows up on the Figure

· Organize the legend into “Columns”

· Make the size of the labels “Large”

· Place the legend at the “3 o’clock” position (note that this sort of clock-face positioning scheme is something Stata uses for a lot of stuff)

Take the Stata command output, and paste the legend option into your do file.  Format the command as above (with the “///” symbol for line breaks, as appropriate), and make sure it produces a graph that looks like the example above.
9) In Stata 10 or higher, you have the option of making additional cosmetic changes using the graph editor.  Right-click on the graph and click "Start Graph Editor".  Click on various parts of the graph.  You will see that you can change the background, the labels, etc. as you click on them and then change the options that appear in the menu bar.  This is useful for making final touches on the figure, but the disadvantage is that these changes are not reproducible in your do file.  For your homework, do not make changes using the Graph Editor.
Part 2: Box Plots
Box plots provide a wealth of information about distribution of a continuous variable.  In this case, we are interested in the relationship between the outcome, birth weight, and the predictor, gestational age.  Let’s try to recreate this figure:
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10) Here is a basic command to start us off:

graph box bw
What do the different lines of the graph box represent?  Stata's help function can help clarify this:

help graph box

Scroll down to the “Description” section.  You’ll see a diagram that interprets each part of the graph.  Specifically, a box plot depicts the minimum, maximum, and the 25th, 50th (median), and 75th percentiles.  Extensions from the box are referred to as "whiskers" which represent the minimum (lower whisker) and maximum (upper whisker) data values.  However, you will note that there is a single value that extends beyond the whiskers.  This is because Stata uses an algorithm to determine if observed values are "outliers," because they are such a large distance away from the main portion of the data.  These observations are depicted as symbols.

11) Box plots can allow you to look at several continuous variables at a time, and also to visually compare the distribution of a variable between one or more subgroups.  Here’s the basic form of the command:

graph box y1 y2 y3... , over(cat_var)

The “Y” variables above are the different continuous outcome variables, and “cat_var” is a categorical variable that defines the subgroups you are interested in.

Modify your command so that the box plot shows the distribution of birthweight in different categories of gestational age (gestagecat).  Put it into your do file and make sure it runs and creates the figure as you had hoped.
12) Now, in order to do more fancy formatting, again lets go to the pull-down menus.  First reproduce the graph you already have.. Go to "Graphics", then "Distributional graphs", then "Box plot".  Under  "Variables", select bw.  Now click on the "Categories" tab, and check "Group 1".  Select "gestagecat”, and then press submit.  Stata should just submit the same command you already have.
13) You may want to change the light blue background that surrounds every Stata graph.  Usually, you would not want coloring in the background for figure submitted to a manuscript.  Go to the "Overall" tab.  Next, click on "Region properties".  In the "Graph Region" section, for "Fill color", select "White".  Then for "Outline color", select "None".  As you can see, learning the details of the graphical options are difficult without the pulldown menus.  Paste the appropriate options into your do file.
14) You will also notice that the y-axis is labeled with “BW” because that is the label for that variable.  However, you would not want to use this as the axis title for a presentation.  Also, the axis label is too close to the axis.  Using the pull-down menus, see if you can change the y axis title to “Birthweight (grams)” and change the margin size to "Medium".
15) Paste the options into your do file, reformat as you did with the pie chart command, and make sure it runs properly.

Part 3: Scatter Plot With Best Fit Line

For our final figure, we will create a scatter plot with the best fit line and will work to bring this graph to publication level using formatting from the pull-down menus.  Here’s what we are shooting for, again examining the relationship between birthweight and gestational age:
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16) The twoway command allows us to do scatterplots, connected plots, or anything with a basic x and y axis that are both continuous values.  Here’s a first command to get you started:
twoway scatter bw gestage
As we saw in the box plot, there is a strong positive correlation between these two variables.

17) Let's try this using the pull-down menu.  Click graphics, then two-way graph.  Click on "Create".  Select plot type "scatter" in the "Basic plots" window.  (This is already the default selection).  For the y variable, choose the outcome: "bw", using the pull-down window or typing it in.  For the x variable, select your predictor which is gestage.  Then click "Submit".
18) You may be wondering if this is a linear association, or if there is a threshold or curvilinear shape to the relationship.  One can graphically visualize this by using a lowess smoother, which just smoothly follows the relationship between the two variables.  Conveniently, this can be layered on TOP of the other scatterplot in the same command.  “Create” another plot, this time choosing “Lowess” (under Advanced Plots) instead of scatter, and put in the same two x and y variables.

Look at the Stata command – you can see how stata layers the plots in the syntax of the command.  Update the command in your do file and make sure it runs.

19) What is the lowess command?  Stata's help function can provide useful information:
help lowess

As stated, lowess carries out a locally weighted regression of the y variable on the x variable, displays the graph, and optionally saves the smoothed variable.  The lowess technique draws a smooth, but not necessarily straight line, representing the average value of the variable on the y-axis as a function of the variable on the x-axis.  It is short for "locally weighted scatterplot smoother".  When the linear fit is satisfactory (linearity assumption), the lowess curve is close to the model regression line.  What do you think?  Is it reasonable to model this association as linear (straight line)?

20) Let’s go with the assumption that it is “linear enough”, and plot the line of best fit using the lfit option.  Just substitute lfit for lowess in your command and rerun.  Do the same with the pull-down menus (“Linear prediction” under the “Fitted” subtype of plot).  You will probably have to “disable” the lowess plot so you don’t get both lines.  The line of best fit constrains the relationship to be a straight line, finds the best slope and intercept, and plots the line.
21) Here’s a cool Stata feature you can’t do with Excel.  Change lfit to lfitci.  The grey area is the 95% confidence interval for the estimate of the linear association.  “Create” a new plot (or edit an old one) and recreate this (“Linear prediction w/CI”).

Paste the command into your do file, substituting lfitci for the lfit command.  Try changing the order of the scatter vs. lfitci sub-components of the command and see what happens.  Put it in the order that helps you see all the dots with the grey region in the background.

22) A quick digression: type in regress bw gestage.  This does a linear regression and shows what the regression coefficient is for the relationship between the two variables, and also gives a p-value for the association.  For each 1 unit increase in gestational age (each week, in this example), the birthweight increases by an average of 196 grams.  See if this jives with the line on the graph.  You don’t need to add this command to the do file.
23) But let’s add that p-value to the graph.  Click on the “Titles” tab and type “p<.001” in the “Caption” box.  Next click on “Properties” next to “Caption”, and do the following (submit between each change to see the effect):

· Change the position to “3 o’clock”

· Change the margin to “VLarge”

· Click “Place text inside plot region”
Add the commands to your do file, formatting appropriately, and make sure it works.

24) Although this is a nice graph, you still would not be able to submit this to a journal because of the blue background and border.  Copy the “graphregion” option from your box plot command, and paste it into the twoway command as an option.  It should work just the same way (and you didn’t even need to go through the pull-down menu!).
25) At this point, you may notice that the y-axis no longer has a label (it gets lost when you have more than 1 layered twoway plot).  You can address this by using “Y axis" options as you learned for the graph box command.  Once again, change the y-axis label to “Birthweight (grams)”, the margin to “Medium”, and the Size to “Medium”.  Also change the x-axis label to “Gestational Age (weeks) “, with the same margin and size (use pull-down menu or copy and paste with appropriate substitutions).
26) Remove the gridlines.  This is also in the “Y axis” tab – click on “Major tick/label properties”.  Then click on the “Grid” tab and change “Show grid” to “No”.
27) Use the pull-down menu to change the color of the dots and the line to black.
28) See in the legend that the dots are labeled “BW”?  Don’t want that.  Go back and put a command in the do file that labels the bw variable “Birthweight”.  (Remember the label var command from lab 3?).  Once this is in your do file (above the graph command, of course), the label will show up in the legend instead of “BW”.
29) Make sure all the options get into your do file, and that it runs without error and reproduces each of the figures above.  NOTE: while you are working on a particular figure, if you don’t want a previous figure command to run, you can put comments in before and after it (“/* before and then */”).  But take these out so that all three figures are produced before you email it in.

Please email your do file to
biostat212_section1@yahoo.com (Justin) or





biostat212_section2@yahoo.com (Elena)
by the beginning of class on 9/15/09.
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