Biostat 212, Summer 2009

Due 8/25/09


Lab 3

The goal of this lab is for you to understand and practice the initial steps involved in getting a dataset ready to analyze (data “cleaning”).  Once again, we will use real data.  But this time, instead of a pre-cleaned simple dataset preloaded into STATA format, you will import data from an Excel spreadsheet, decipher the data with the help of the data collection form, clean up the data, and start analyzing it.  The data is from a survey of persons found by paramedics drunk on the streets of San Francisco.  Paramedics filled out a survey for each patient, including some objective measurements, went through a checklist of criteria designed to help them decide whether or not the patient would be eligible for transport to a “sobering center” (as opposed to an emergency department), and then gave their opinion about whether or not the patient was actually appropriate for the sobering center.  Here are the research questions for the day:
RQ1a - What proportion of intoxicated persons is a “frequent caller”?

RQ1b – Is being a frequent caller related to gender?

RQ2a - How often are persons in the study found on the street (vs. other locations)?

RQ2b - Is being found on the street related to age?

RQ3a - How often do paramedics disagree with the official triage criteria?

RQ3b - Is disagreement with official triage criteria related to age?

RQ3c – Is disagreement with official triage criteria related to gender?
The product that you will produce and turn in will be a “Do” file that performs the following functions: 1) Loads a dataset that you have imported from Excel, 2) “Cleans” the dataset by creating new variables and labeling things, 3) Saves the new clean data set, 4) Analyzes the new dataset to answer the research questions above, and 5) Records everything in a log file.   This is the hardest Lab of the course, so set aside some time for it.

Part I – Import the data from Excel

1. The first thing to do is to import the “dirty” dataset from Excel.  Go to the course website, and download “Intoxication.xls”, and take a look at it.  This data was collected using the attached survey (“SFFD Inebriate Survey”, last page of this handout) – refer to that when you don’t know what a variable name means.

2. We’re now going to “import” our data from Excel to Stata.  Highlight all the data from Excel, including the top line of variable names.  “Copy” it using “control-C”.  Now open Stata, open the “Editor” window (remember the editor button, fourth from the right), and “Paste” using “control-V” (these keystrokes are a bit different on a Mac).  Stata 11 will give you the option of treating the first row as variable names instead of data; choose the correct option.  Stata will also determine which variables contain numbers (usually) and which contain text.  There are many other ways to import data into Stata – the insheet and infile commands, for example, can help you import from comma- or tab-delimited text files; or convenience programs like “Stat Transfer” (available on the web) can translate between nearly any 2 types of dataset files.

3. As you browse the data, look at the variable names, and describe it, you may notice some strange variable names, a bunch of text variables, and some coded variables that you don’t understand (refer to the attached data collection form when it’s unclear).  The goals of your data cleaning will be to: 
1) Code all text variables that you plan to use into usable numeric category values, 
2) Label the values of coded variables, 
3) Turn dichotomous variables into 1/0 variables, 
4) Rename and/or label variables so it is clear what they are, and 
5) Generate derived variables from existing ones as needed for the analysis.

4. But before you do any of this, SAVE the dataset in its raw form using the Menu: File/Save As function, naming it “Intoxication_from_Excel.dta”.  You might want to create a new folder for this lab (“C:/data/biostat212/lab3”, perhaps?), and put the dataset there, along with the do and log files you will create below.  Note: this is the ONLY situation (right after importing data from another source) where you will manually save a dataset!!!  Otherwise, the only time you should save is within a do file that documents exactly what changes you have made.

Part II – Set up your do and log files

5. Make a new do file using the format developed in Lab 2, and save it as “Lab3_PletcherM.do” (except substitute your name for mine).  Substitute log using “Lab3_PletcherM.log”, replace, and use “Intoxication_from_Excel.dta”, clear, so this do file will create an appropriately named log file and use the appropriate data.  Correct the cd command as well so it points to the correct folder, if you created a new one.  I like to name my log and do files exactly the same name so I remember how they are paired.  Make sure your name is in the comments section at the top of your log file, and add comment lines that will tell the reader what this do file does (clean, save new dataset, analyze, record in a log file, etc.).

6. Now add a comment line like this: ***** Clean the data, and leave some blank space below that where we will put the data cleaning commands.

7. Now put in a command that will save the new clean dataset (save “Intoxication.dta”, replace).  This will come after the data cleaning commands, of course.

8. Now add ***** Analyze, and some blank space below that where we will put our data analysis commands.  Remember log close and set more on at the end.  Now run your do file using either the do file editor button (second from the right) or the Menu: File/Do… .  Check your folder – you should have 4 files there, including 2 datasets (currently identical, but that will change), 1 do file and 1 log file (each with your name on it).  Look at the log file, and make sure it looks like you think it should.  Run the do file a couple more times – this is easy to repeat and reproduce, and you get the same log file every time!  (Except the date/time changes).

Part III – Clean the data

9. Now let’s start adding commands to clean up the dataset.  We’re going to focus only on the variables we need to answer our research questions, which are age (“agep”), sex (“genderp”), frequent caller (“freqcaller”), location found (“wherefound”), official triage decision (“official”), and paramedic’s opinion about appropriate triage (“opinion”).  Starting with wherefound: This is currently a text variable.  What we are interested in is whether or not patients were found on the street or not.  Tabulate the wherefound variable, and see what the possible values are – we’ll use this information to create a new variable, called “foundonstreet”.  

10. Tell Stata to create a new variable called “foundonstreet” using the “generate newvar = expression” command.  An “expression” is what values you tell Stata to start out with.  It can be a number (such as “ = 53”), a variable (“= age”), or some function of a variable (“ = ln(age)”).  For this purpose, let’s tell Stata to start out with a value of zero for every participant.

11. Now we’re going to tell Stata to change the value of the foundonstreet from 0 to 1 if wherefound is equal to “street”.  We’ll use the “replace” command for this purpose.  Replace is a lot like generate, but usually has an “if” statement at the end: “replace var = exp if Boolean expression = true”.  A boolean expression is a statement that Stata will evaluate as true or false for each observation.  Here are a couple of examples of creating and replacing a variable:

generate olderthan50 = 0

replace olderthan50 = 1 if age>50
generate foundinresidence = 0

replace foundinresidence = 1 if wherefound == “Residence”
Notice 2 things in the second example: the use of quotes for using the value of a string variable in an expression, and the use of the “double” equals sign ==, which is used in Boolean expressions.

Now, you generate and replace the variable called “foundonstreet”.  If you do this right, Stata will tell you that it made 144 “real changes” after your replace command.

The last step you should ALWAYS take is to make sure you did what you think you did.  “tabulate wherefound foundonstreet” to make sure you got it right.  All 144 persons found on the street should now be coded as “1’s” in the foundonstreet variable.
12. If you have been typing these commands directly into Stata, now transfer them into the do file (including the verification tabulate step).  Add a comment (start a comment line with an asterix *) before this section to tell the reader what you are going to do.  Run the do file and make sure it worked.

13. Now, another important and annoying issue!  Tabulate wherefound foundonstreet, and then just tabulate foundonstreet by itself.  Look at the total N for each tabulation.  Why are they different????  It’s because there are some missing values for the wherefound variable that we coded as zeros for foundonstreet.  SO….we need one more step:

replace foundonstreet = . if wherefound == “”

The “.” is Stata’s way of depicting a missing value in a numeric variable.  The “” (blank) is Stata’s way of depicting a missing value for a string variable.  Try the command above – you should get 13 “real changes”.  Add another command that makes foundonstreet missing when wherefound is “Unknown”.  Do another crosstabs, this time adding the option “, missing” – this option lets you see the missing values.  Both crosstabs (before and after this step) should be in your do file.  Make sure the last one looks like it should, and that it has all 180 observations.

14. On to gender (“genderp” in the dataset).  This is currently coded with 1’s and 2’s, and a 9 (look at survey for meanings).  For reasons that will become clear later (when we use regression commands), we want this to be coded as a 1/0 variable.  Generate a new variable and replace the values such that they are all 1’s and 0’s.  Name the new variable “female”, and do the coding based on that.  Recode the 9’s (and the actual missing values) as missing.  Put all the commands into the do file, along with a crosstabs command that shows all the observations including those that were missing.

15. Clean up freqcaller – this requires only recoding of 9’s (unknown) to missing values (.).  Tabulate freqcaller, showing missing values (one way tabulation), before and after this change.

16. Age (“agep” in the dataset) is a continuous variable, not a categorical one, so we don’t need to recode any values.  We just need to rename and label the variable.  Use rename oldname newname to change the variable name to “age” (I can’t remember why it was ever named “agep”!).  Now, to be absolutely clear, label the variable “Patient age, in years” with the command “label var varname “label””.  Here’s an example of labeling a variable:

label var male “Patient’s gender”

Label age as above.  Now summarize age, detail.  Notice the new label at the top.  Now look for outliers by looking at the “smallest” and “largest” values in the output – let’s assume those 0’s and 99’s are mistakes – use the recode command to replace all of these values with “.” (missing).  Summarize in detail again to confirm it worked, and make sure your do file contains all these commands including both summarize commands.

17. Now for a more complicated one.  According to our research questions, we want to know when the paramedics agreed and disagreed with the official triage criteria.  Start off looking at a crosstabs of the “official” and “opinion” variables, including missing values, so you can formulate a plan for creating a new variable called “disagree”.  Generate “disagree” and code it using the “official” and “opinion” variables.  Count the 9’s as missing data (and therefore missing in the “disagree” variable).

Creating this variable will require use of logical operators.  You’ve already seen “==”; you can also use “and” (“&”), “or” (“|”), “not equal to” (“!=” or “~=”), “greater than” (“>”), “greater than/equal to (“>=”), less than (“<”), and “less than/equal to” (“<=”).  Parentheses are often useful (though probably not needed here).  There is more than one way to skin this cat.  Here’s an example that might be useful:

generate maleonstreet = 0

replace maleonstreet = 1 if male==1 & foundonstreet==1
The confirmation/check is a bit more complicated as well.  Here’s an example:

bysort maleonstreet: tab male foundonstreet, missing

This will give you two 2x2 tabulations, one for each value of maleonstreet, and you can confirm that things happened as you thought they should.  Do the same thing for your new “disagree” variable, label the variable, and put everything in the do file including the confirmation.

18. The last type of recoding that you will often want to do is to turn a continuous variable into a categorized one.  So let’s create a variable called “agecat” which will code for decades of age.  First, generate agecat, and make it starts out as identical to age.  Then, we’ll use the “recode” command – easiest to see using an example:

generate sbpcat = sbp

label var sbpcat “systolic blood pressure, categorized”

recode sbpcat min/100=1 100/119=2 120/139=3 140/max=4
Do the same thing with your age variable, splitting it into decades (lump everyone over 70 years old).  Here’s how I check this kind of recode:

bysort sbpcat: sum sbp
Do the same with your agecat variable, and look at the RANGE (min and max), make sure it makes sense.  Now, say you came back later and wanted to know quickly what these age categories meant.  You might not know whether agecat 1 is <20 or <30 (either is reasonable).  So it is important now to label the VALUES of the variable.  This is a 2-step process – here’s an example:

label define sbpcatlabel 1 “<100” 2 “100-119” 3 “120-139” 4 “140+”

label values sbpcat sbpcatlabel
The first command “defines” a label (sbpcatlabel), which is a set of values and value labels.  The second command “applies” that new label to the values in your variable (sbpcat).  Do the same for your agecat variable, confirm again, and put everything in the do file.

19. Run your do file, fix any errors, and continue until it runs successfully.  Your data is now clean!  (at least the variables you will need to use).  Now run some simple analyses to answer the research questions at the end of your do file (after the “save” command that saves the new dataset).  Each analysis can be accomplished with ONE Stata command.  Label each analysis, and your interpretation (with a p-value for statistical tests where appropriate), using comments.  Exclude people with missing values from your analyses, unless otherwise specified (Stata will do this automatically if coded with a “.”).  I’ll give you the answer to the first one:

* RQ1a

tabulate freqcaller
* 52% are frequent callers

20. Make sure your do file runs(!!), check your log file, make sure your name appears in the log file in a comment, and then email in the do file (to biostat212_section1@yahoo.com for Justin and biostat212_section2@yahoo.com for Elena) by the start of class on 8/25/09.

	SFFD INEBRIATE SURVEY

	

	Unit#:________
	Date:_____________
	Case#:_________________
	SFFD ID#:____________

	

	1. Does ETOH appear to be a primary factor in this event?
	               (   Yes
	(   No 

	

	2. Age:_________      Gender:  Male (1)   Female (2)
	        Frequent Caller?
	(   Yes
	(   No

	

	3. Where was the patient picked up?
	Street
	Shelter
	Residence
	Other_______

	

	4. Chief Compliant::___________________________________
	Code of Call: 
	2
	3

	

	5. BP:_______
	Pulse:_______
	Resp:______
	GCS:______
	O2 Sat: _____
	D.Stick:_______

	

	6. Check any subjective exclusion critera that apply to the patient:
	

	

	       (   Chest Pain

       (   SOB
	(   Abdominal Pain

(   Suicidal Ideation

	

	7. Check any objective Exclusion criteria that apply to this patient:
	

	

	    (   SBP>180<100

    (   Diastolic>110

    (   Pulse>130<60

    (   Syncope

    (   Audible wheeze or gasping

    (   O2 Sat<92%
	    (   Resp Rate>24<12

    (   GCS<10

    (   Can’t give name

    (   Sign of recent head

         trauma

    (   Unable to ambulate
	    (   Seizure

    (   GI bleed

    (   D.Stick>250<80

    (   Sutureable lac.

    (   Acute fracture

    (   >20 wks pregnant

	

	8. Destination:
	

	

	    (   CHH

    (   CPC

    (   DMC

    (   KSF
	    (   PMC

    (   STF

    (   STL

    (   STM
	    (   SFGH

    (   UCSF

    (   VAH

    (   PDT
	    (   AMA

    (   MAP

    (   PD

	

	9. Would this patient meet official criteria for transport to McMillian Sobering Center?
	

	

	
	(   Yes
	(   No

	

	10. Do you think transport to McMillan Sobering Center would be appropriate for this patient?
	

	

	
	(   Yes
	(   No

	

	11. Please include your comments regarding the official triage criteria (listed above) and how you feel EMS could best serve this patient’s needs (use the back of needed):
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