Biostat 212, Summer 2009

Lab 1, Due 8/11/09


NAME:______________________
SECTION LEADER (circle one):   Justin     or     Elena
Lab 1

The goal of this laboratory session is for you to familiarize yourself with STATA’s windows and functions, and to be able to do a basic analysis using a pre-made STATA dataset.  This is real and interesting data on coronary artery calcium scores (as measured by electron beam computed tomography scanning), self-reported CHD risk factors, and deaths found via the National Death Index.  Please use this data to fill in the blanks and turn in the lab (on paper) at the beginning of lecture next week (or before).  Subsequent lab assignments will be turned in electronically.

Part 1: Looking At Your Data
1). Load the dataset.  The dataset file (“Coronary Calcium.dta”) is located in the syllabus on the course website (http://www.epibiostat.ucsf.edu/courses/schedule/biostat212.html).  Download it to the desktop or wherever you like.  Open STATA from the Start Menu.  Use the Menu: File/Open, browse to the “Coronary Calcium.dta” file and press OK.  Your data should now be loaded.

2) Click the “Browse” button (with magnifying glass icon, 4th from the right), and look at the dataset.

a) How many observations are there?






_________
b) How many variables are there (including ID)?




_________
c) What is the age range of participants? (hint – try sorting the data)

_________

d) What is the range of observation times? (“obstime” is in days)


_________


3) Close the Browser and click on the Editor (the button with no magnifying glass to the left of the “Browse” buttton).  Though this looks the same, it is not – you can alter the data in the Editor but not in the Browser.  Sort by id again, then go to participant 3670 and change the age from 49 to 29 and press Enter (you’ll be prompted to “OK” the change).  Note that STATA documents the change in the Results window – important if you were really making this change!  Now change it back to 49.  Close the Editor.
4) Find the Variables window.  If it’s not already open, open it using the Menu: Window/Variables.  Click on a variable name, and notice how it appears in the Command window.  Depending on how fast you type, this can be convenient.

5) Time for your first STATA command!  Type in “describe”, enter.  Tip: use the “PageUp” and “PageDown” buttons on your keyboard to scroll through and edit old commands and avoid retyping them (on a Mac, hold down the “function” key while you do this).  Also, try opening the Review window (Menu: Window/Review) to see a list of your previously entered commands.

a) What kind of variable is “id”? (see “storage type”) 



_________
b) What kind of variable is “cac”?






_________
c) What kind of variable is “dead”?






_________
d) What kind of variable is “sex”?






_________
Can you guess what these different variable types mean?  ____________________________
___________________________________________________________________________
6) Type in “list”, enter.  This command lists the value of each variable for each observation, so it’s going to give you a lot of output.  When you see the “---more---“ at the bottom of the results window, pressing enter will advance the list one line at a time, while pressing any other button will extend the list by one whole page.  When you get bored of looking at all these values, click “q” or the “Break” button (red “X”) at the far right of the toolbar – you can’t enter any more commands until you do this.  Now type in “set more off”, enter, then “list” again, wait a couple of seconds (or less!  Stata 11 is pretty fast!), then click “Break” again to stop the list (“q” doesn’t work in this context).  Now try to scroll back in the results window to see what came before – notice that there is a pretty small “buffer”, so you can’t see everything that happened before.  This is one important reason to use “log” files, which capture all the results output.  Now “set more on”.  Here is one more way to look at the dataset: “codebook”.  This command gives you more detail about each variable than in describe, but not any individual values as in list.  The summarize command with no variable list is also useful to get a summary of your numeric variables.

Part 2: Describing a Continuous Variable
7) OK, now we’ve looked at our data.  Time to start describing it.  Let’s first start with our continuous numeric variables.  Use “summarize [varlist] [, detail]”, “graph box varlist”, “histogram var, [bin(int)]”, and “qnorm var”, to obtain the basic parameters listed below, and to draw the shape of the basic distribution (histogram) in the space below.  Experiment with the number of bins you specify with histogram (e.g. “histogram age, bin(10)”) so that you can see the basic shape of the data clearly.  (Note – the []’s denote optional parts of the syntax, and the italics denote placeholders, not actual words typed in the command).
	Age
	
	Coronary artery calcium score

	
	a) Draw shape of distribution

b) Mean____

c) Median___

d) SD_____

e) Normally distributed?

   Y        N


	
	
	a) Draw shape of distribution

b) Mean____

c) Median___

d) SD_____

e) Normally distributed?

   Y        N


8) Let’s say you want to know the mean age of people in the U.S. who get their CAC score measured, and the confidence with which we can estimate this mean.  To make this estimation, you need to calculate the standard error of the mean.  We’ll assume the subjects in this dataset represent a simple random sample of all such persons.  You could divide the standard deviation by the square root of N-1, or you could just use STATA’s “ci [varlist]” command (stands for “confidence interval”).  I use this command all the time.

a) What is the 95% confidence interval around our estimate of the mean age?
___________
Part 3: Describing A Categorical Variable
9) Now let’s switch from continuous variables to categorical and dichotomous variables.  We’d like to know the frequency with which each value for each variable comes up.  The most helpful command here (my favorite STATA command) is “tabulate varname”, or “tab” for short.  (Note – a standard way to handle dichotomous variables used in this dataset is to code 1 for “Yes” or “Present” and 0 for “No” or “Absent”.  We’ll talk more about why in lecture 3.)

a) What proportion of the cohort died during follow-up? (“dead”)


___________
b) What proportion of the cohort has a CAC score between 1-99? (”caccat”)
___________
Try “summarize dead” – this also gives you the proportion dead because of the way it is coded.  Now try “summarize caccat”.

c) Why doesn’t “summarize caccat” give you the same answer as “tab caccat”? _________

__________________________________________________________________________________

Try “ci dead, binomial”.

d) Write a sentence that presents and interprets the confidence intervals in the output: ________

_____________________________________________________________________________

Try “tabulate cac”, and see what happens (remember the “Break” button).  Remember – tabulate categorical variables, summarize continuous variables, and use ci to get standard errors/confidence intervals for either.
Part 4: Analyzing the Association Between Two Dichotomous Variables
10) Ok, now let’s do some simple analyses, starting with analyses of 2 dichotomous variables.  First, let’s see if there is a relationship between gender and having coronary calcification (evidence of atherosclerosis).  One simple way to describe this association is using a two-way tabulation.  You can do this using the same “tabulate” command, but now you will specify 2 variables – “tabulate var1 var2”.  Remember the 1=Yes and 0=No convention.

a) How many men (“male”) have at least some CAC (“anycac”)?


___________
b) How many women have some CAC?





___________
11) But what we really want to know is the proportion of each who has CAC.  For that, use options of the “tabulate” command.  And we’d like to calculate an appropriate statistic to see if the difference in proportions is consistent with chance.  Try finding these options using STATA’s menu-driven “tabulate” command, under Menu: Statistics/Summary tables & tests/Tables/two-way tables…  to see what kind of options STATA gives you.  In the menu dialogs, the options are typically displayed with checkboxes.  And try using the “submit” button instead of “ok” – that will allow you to redo the command quickly without finding it on the menu again.  Also, note in the Results window that when STATA gets a command from the menu, it just constructs a command you could have typed quite easily if you’d just known about it.  Tip: Watching how STATA builds these commands from your menu-driven instructions can be a great way to learn command line syntax.

a) What proportion of men has some CAC (round to nearest %)?


___________
b) What proportion of women has some CAC?




___________
c) What proportion of people with CAC are men in our sample?


___________
d) What is the probability that these differences would be found by chance?
___________
e) P-value for the association between smoking (“smoke”) and having some CAC?  __________
f) Is there an association between gender (“male”) and smoking in this population?  __________
(Note, given that male gender is associated with both CAC and smoking, it might confound the CAC-smoking relationship.  We’ll learn how to adjust for that effect in Lecture 5.  Also, consider how to write the p-value using “<” if it looks like Stata rounded or truncated it.) 
Part 5: Analyzing the Association Between a Dichotomous and a Continuous Variable

12) Now let’s analyze one dichotomous and one continuous variable.  To describe differences in means, we could use the “summarize” command in two separate groups using an “if” statement, like this:

summarize age if dead==0 (Results: the mean age among people who lived was 53) 

summarize age if dead==1 (Results: the mean age among people who died was 62) 
Note the use of “==” instead of “=”.  This is used as a “boolean operator” for when we want STATA to ask “does dead equal zero?”  Use the single “=” when you are trying to set values to zero or another number (not in an “if” command) – we’ll talk about this in Lecture 3.

a) What is the average age of persons with CAC (“anycac”)?


___________
b) What is the average age of persons without CAC?



___________
You can actually do this more quickly with STATA’s “bysort” or “table” commands – try these:

bysort anycac: summarize age

table anycac, contents(freq mean age)

- note the difference between the “table” and “tabulate” commands.  The “table” command is very flexible and potentially useful, but I don’t use it very much.  Also, note that the abbreviated command “tab” is assumed by STATA to represent the “tabulate” command, not the “table” command – this can trip you up.

13) Now we want to actually compare them statistically.  A t-test is the right test to use here, as age is normally distributed – the syntax is “ttest contvar, by(catvar)”

a) What is the average difference in ages between persons with and without CAC?      ___________
b) What is the confidence interval of this difference?



      ___________
c) What is the probability that a difference this large or larger might occur by chance? ___________
   (Note the different p-value options for one-sided tests – the two-sided test is in the middle)

d) How about the difference in ages of men and women in the sample?  

      ___________
e) What is the p-value for this difference?



  

      ___________
   (Note the low p-value is driven by the very large sample size)

14) To compare more than 2 groups, you’d need to use ANOVA.  The simple way to do this in STATA is the “oneway contvar catvar” command.  Assuming that the CAC score categories are not ordered (even though they are):

a) What is the probability that the observed age differences (or larger ones) between participants with different CAC score categories (“caccat”) would occur by chance? 

​​​​​​​​​​​
___________

(Hint – be careful to choose the right p-value in the output.  Can you guess what the other p-value refers to?) 

Part 6: Analyzing the Association Between Two Continuous Variables
15) Finally, let’s analyze the relationship between 2 continuous variables.  A good start is to graph the two variables.  There are many options here – try exploring the Graphics menu.  Try “scatter cac age”.  Then, you might want a number describing the correlation between CAC scores and age – try “corr cac age”.  But if you want the p-value for the correlation, try this command “pwcorr cac age, sig” to get the pearson correlation coefficient and the p-value.  Now try the equivalent “non-parametric” correlation command: “spearman cac age, stats(rho p)”.  Note – I don’t end up using these correlation statistics very often – I usually use regression instead (more on that later).
a) What is the pearson correlation between age and CAC scores?



______

b) What is the spearman correlation between age and CAC scores?



______

c) Given your analysis in question 7, which would you report and why?
__________________

______________________________________________________________________________

d) What is your interpretation of these results? ________________________________________

______________________________________________________________________________







1

