Section 2:  Problem Set: Performing a Meta-analysis

Due:  thursday, APRIL 23, 2009
Homework for Section 2:

Complete the following systematic review problem set. Instructions for downloading STATA meta-analysis commands are noted at the beginning of the problem set, and relevant commands are provided for each question.

Bring a printout of your homework answers to section for discussion.  If you would like to take notes on your homework, please bring two hard copies of your homework:  one to take notes on, and one to hand in for grading.

INSTALL META-ANALYSIS COMMANDS IN STATA
This problem sets provide examples of meta-analysis commands for Stata. The commands are not included with Stata, but can be easily downloaded directly within Stata. Meta-analysis commands which you will use as part of the Systematic Review course include:
· metan: performs meta-analysis
· metabias: performs tests for funnel plot asymmetry and also produces funnel plots
· metafunnel: produces funnel plots
· metareg: performs meta-regression
To download these commands, open Stata and type the following in the command window:

ssc install metan, replace


ssc install metabias, replace

ssc install metafunnel, replace

ssc install metareg, replace

net install sbe16_2, from (http://www.stata.com/stb/stb43) replace
These packages should remain on the system once installed (you need not reinstall the packages each time you intend to use them).
Section 1
Below are data from randomized controlled trials of antibiotic prophylaxis for therapeutic abortion. Your primary aim is to determine if prophylactic antibiotics given at the time of therapeutic abortion alter the risk of subsequent pelvic inflammatory disease (PID).  

	Author/year
	# of infections/ # on antibiotics 
	# of infections/ # on placebo 
	Antibiotic


	RR (95%  CI)



	Krohn 

1981
	6 / 104

(6%)
	11 / 106

(10%)
	Tinidazole
	0.56 (0.21, 1.45)

	Sonne-Holm

1981 
	14 / 254

(6%)
	26 / 239

(11%)
	Penicillin and Pivampicillin
	0.51(0.27, 0.95)

	Westrom

1981 
	10 / 102

(10%)
	17 / 110

(15%)
	Tinidazole
	0.63 (0.30, 1.32)

	Heisterberg

1985 
	2 / 51

(4%)
	10 / 49

(20%)
	Metronidazole
	0.19 (0.04, 0.83)

	Darj

1987 
	8/386

(2%)
	24/383

(6%)
	Doxycycline
	0.33 (0.15, 0.73)

	Heisterberg

1984
	25/269

(9%)
	25/263

(10%)
	Lymecycline
	0.98 (0.58, 1.66)

	Heisterberg

1987 
	7 / 64

(11%)
	7 / 54

(13%)
	Metronidazole
	0.84 (0.32, 2.26)

	Heisterberg

1988 
	2 / 24

(8%)
	7 / 31

(23%)
	Lymecycline
	0.37 (0.08, 1.62)

	Levallois

1988 
	3 / 535

(1%)
	26 / 539

(5%)
	Doxycycline
	0.12 (0.04, 0.38)

	Sørensen

1992 
	20 / 189

(11%)
	30 / 189

(16%)
	Erythromycin
	0.67 (0.39, 1.13)

	Larsson

1992 
	3 / 84

(4%)
	11 / 90

(12%)
	Metronidazole
	0.29 (0.08, 1.01)

	Neilsen

1993 
	55 / 525

(10%)
	73 / 548

(13%)
	Ofloxacin
	0.79 (0.57, 1.09)


You should enter the following data into Stata (the variable names are arbitrary) or use the dataset that has been provided:
· study, the study author 

· year, the year the study was published
· inf1, the number of infections in the intervention group
· inf0, the number of infections in the placebo group
· n1, the sample size for the intervention group
· n0, the sample size for the placebo group
Problem 1a

Examine the relative risk for each study. From a visual inspection of the data provided in the table, do the measures of outcome appear consistent across studies (just provide a qualitative/descriptive answer based on the data shown in the table above)?
Problem 1b

Now, combine the results of trials, using the fixed effects model for crude data to calculate a summary estimate.  
To calculate the summary estimate, you want to use the metan command. The metan command performs a meta-analysis of studies with two groups and calculates a pooled absolute risk reduction, relative risk, or odds ratio. 
metan accepts cell count data; the syntax is as follows: the command name followed by four variable names. The variables, in order, should represent the number of events and non-events in the experimental group and the number of events and non-events in the control group.

Note that our data set does not contain variables representing the number of non-events. We must generate these variables ourselves. The following should suffice: 

generate uninf1 = n1 – inf1


generate uninf0 = n0 – inf0 

We can then perform the meta-analysis as follows (all that follows should be typed on one line):


metan inf1 uninf1 inf0 uninf0, rr label (namevar=study, yearvar=year) fixed

Everything after the comma provides Stata with additional information as follows:

· rr requests that relative risks (and a summary relative risk) be computed (this is actually done by default) 
· label provides labels for the studies; namevar= should be suffixed with a variable name indicating (for example) the study authors, and yearvar= should be suffixed with a variable name indicating the year in which the studies were published
· fixed requests a fixed effects summary measure
By default, metan will (1) print a table summarizing the analysis (this generally includes effect sizes and weights for each study), and (2) produce a forest plot. The table can be suppressed via the option notable; the plot can be suppressed via the option nograph.
What is the summary estimate and 95% confidence interval? Which study is weighted the most heavily, and how does the point estimate for this study compare to the overall summary estimate? Why aren't the studies by Levallois and Neilsen, which have similar sample sizes, weighted the same (hint: look at the 2x2 tables on page 3)? How would you interpret the results?  

Problem 1c

In Stata, Q is labelled “Heterogeneity chi-squared.”
Are the results homogeneous? What is heterogeneity and what factors can account for heterogeneity? Which study do you suspect contributes the most to heterogeneity in this analysis? Why? Does exclusion of this study “fix” the heterogeneity? Is it acceptable to exclude the study to “fix” heterogeneity?
Problem 1d

Perform a sensitivity analysis (subgroup analysis) to examine the effect of antibiotics in the subgroup of studies with a low prevalence of PID and the subgroup of studies with high prevalence of PID. To do this, calculate the summary estimates for studies that with a relatively low risks of PID and studies with relatively high risks of PID.

Studies with a prevalence in the placebo group less than 7% will be considered "low risk"; studies with a prevalence in the placebo group greater than 7% will be considered "high risk." 

You will want to create a variable for risk group. The following should suffice:

generate riskgp = inf0/n0 > 0.07
The resulting variable (riskgp) is coded 0 if baseline PID risk is <7% and 1 if baseline PID risk is >7%. (The command asks Stata to check whether the rate for each study, inf0/n0, is larger than 0.07. If so Stata returns a value of 1 for that row, and thus, codes that row's riskgp value as 1. Else, Stata returns a value of 0, and codes riskgp as 0.)
Then, re-do the analyses for the high and low risk groups, and compare the summary estimates for each group.

metan inf1 uninf1 inf0 uninf0 if riskgp==0, rr label(namevar=study, yearvar=year) fixed nograph

metan inf1 uninf1 inf0 uninf0 if riskgp==1, rr label(namevar=study, yearvar=year) fixed nograph
Do the summary estimates differ from 1b? Are the results homogeneous for each group?  
Problem 1e

The results from 1b were submitted for publication. The journal has returned the manuscript stating that they have a new policy that all meta-analyses considered for publication must use a random effects model. Combine the data using the random-effects model for crude data. (This simply requires substituting the word “random” for “fixed” from the prior main analysis. The full command is shown below).


metan inf1 uninf1 inf0 uninf0, rr label(namevar=study, yearvar=year) random
Do the summary estimate and 95% confidence interval differ from 1b? Are the results homogeneous? Compare the relative weights of the studies in the fixed effects model with their weights in the random effects model. Discuss how the relative weights effect the summary estimates and 95% confidence intervals.
Problem 1f
The original search found a randomized controlled trial the investigators decided to exclude because no placebo was used in the control group.  The relative risk for this study was 0.20 (95% CI 0.04 - 0.90) with 10 cases of PID among 274 in the placebo group and 2 cases among 275 in the treated group.  

Perform a sensitivity analysis by combining this study with the studies used to calculate the summary estimate in part 1b using the fixed effect model for crude data. Does the summary estimate and 95% confidence interval change?  Hint: Does your output state at the top “1 missing value generated”? If so, look at your new data in the Data Editor and make sure you have given Stata all the necessary information to include the new study in its calculations (i.e., make sure that complete information is provided for inf1, inf0, uninf1, and uninf0).


Given the results of this sensitivity analysis, would you conclude the summary estimate in 1b is robust? 

Drop the new study from your data set before continuing.
Problem 1g
Calculate both the traditional Kendall’s Tau and the adjusted Kendall’s tau using the metabias command. Are the study relative risks correlated with sample size? What is publication bias? Does the value for Kendall’s Tau indicate publication bias?  Do you see evidence of publication bias on the funnel plot?

There are a number of ways to evaluate for publication bias in Stata.  The simplest is to use the straightforward Kendall’s Tau test:

ktau _ES _selogES 
The p-value for this test is shown as “Prob > z = (p-value) (continuity corrected). If the p-value is less than 0.5, the test is positive for publication bias.

Remember _ES and _seES are the RR and standard error of the RR generated by Stata. Stata also has some more sophisticated ways to look for publication bias in a sample of studies. The metabias command computes two tests. The first is the Begg adjusted rank correlation test, which is a variant of the Kendall’s Tau, also looking for significant correlation between the effect estimates and their standard errors. This test tends to have a low power for detecting publication bias.

The second test computed by the metabias command is the Egger regression asymmetry test, which uses regression to looks for funnel plot asymmetry. The p-value for the bias of the Egger regression is the p-value we are interested in to assess publication bias. 


metabias _ES _selogES, graph(begg)

The graph(begg) option  produces a funnel plot of the effect size versus the standard error of the effect size. You can produce a similar funnel plot using the metafunnel command. Note that the standard error of the effect size should be proportional to the sample size, because the smaller the study is the larger the variance.


metafunnel _ES _selogES
A funnel plot like the one illustrated in the syllabus, graphing the relative risk of each study against its sample size, can be produced by giving Stata the following command:   

funnel  _SS  _selogES, xlog sample

The sample option tells Stata that you are graphing against the sample size, and the xlog option tells Stata to create a symmetrical plot (required since our effect size is a relative risk, which is on a log scale).

Section 2

Below are results from case-control and cohort studies of postmenopausal estrogen use and endometrial cancer.1 Your primary aim is to determine the risk of endometrial cancer among estrogen users.   

Use the odds ratio or relative risk and 95% confidence intervals from the studies in the table below to answer questions a-c.  









DAILY DOSE

	Author
	Ever-users of estrogen

OR/RR
 (95% CI)
	Estrogen

0.3mg

OR/RR 
(95% CI)
	Estrogen

0.625mg

OR/RR 
(95% CI)
	Estrogen

> 1.25mg

OR/RR
 (95% CI)

	Gray
	2.1 (1.2, 3.5)
	4.1 (0.8, 40.5)
	1.8 (0.7, 4.9)


	12.7 (1.8, 552.3)

	McDonald
	0.9 (0.6, 1.4)
	--
	1.4 (0.3, 5.9)
	7.2 (3.0, 14.9)

	Atunes
	2.4 (1.5, 3.7)
	--
	--
	3.7 (0.8, 16.0)

7.1 (2.8, 18.0)

	Buring
	2.4 (1.7, 3.6)
	--
	--
	3.8 (2.2, 6.6)

	Rubin
	1.9 (1.3, 2.8)
	--
	--
	3.8 (1.7, 8.5)

	Jick
	6.5 (3.1, 13.3)
	4.3 (1.2, 15.6)
	7.1 (2.8, 17.6)
	8.4 (2.0, 36.5)

	Brinton
	3.0 (1.7, 5.1)
	2.8 (0.4, 19.3)
	4.0 (1.6, 9.9)
	2.8 (0.9, 8.6)

	Paganini-Hill
	10 (4.0, 25.1)
	--
	--
	10.8 (3.9, 30.3)


You will probably want to enter this data into Stata in a long format. E.g., you will have 4 rows for the Gray data, one for ever-users of estrogen, one for low-dose users, etc. Enter the following information (the variable names are arbitrary) or use the dataset that has been provided:
· study

· rr, corresponds to rr or or
· lower, lower  limit of CI
· upper, upper limit of CI
· ever, coded 1 for ever users, otherwise coded 0
· lowdose, coded 1 for 0.3 mg dose, otherwise coded 0
· meddose

· highdose
Problem 2a
Calculate a summary odds ratio and 95% confidence interval, comparing all estrogen users to the controls. 

The metan accepts effect sizes and confidence intervals; the syntax is as follows: the command name followed by three variable names. The variables should represent, in order, the log relative risk (or log odds ratio), a lower bound for the log relative risk, and an upper bound.

Note that our data set contains the relative risks and confidence intervals themselves. Thus, we should first log-transform these values. The following should suffice:


generate logrr = log(rr)


generate logrr_lower = log(lower)


generate logrr_upper = log(upper)

The variable names are arbitrary. We can obtain fixed effects estimates as follows:

metan logrr logrr_lower logrr_upper if ever==1, eform fixed label(namevar=study)
The eform option emphasizes that the results should be exponentiated (for the relative risk estimates themselves).
 What is the relative risk of endometrial cancer comparing all estrogen users to controls? 

Problem 2b

Are the results homogeneous? If the studies are not homogenous, what issues related to observational studies may account for the heterogeneity?  
Problem 2c

Using the fixed effects model, calculate the relative risk for endometrial cancer, comparing low dose estrogen users to controls. 
(Hint, the command to compare these groups is as follows: meta rr lower upper if lowdose==1, ci graph(f) cline xline(1) xlab(.1,1,10) id(study) b2title(relative risk) print eform

Using similar commands, calculate the relative risk for endometrial cancer, comparing medium dose estrogen users to controls and high dose estrogen users to controls. Are the results in each of these subgroups homogeneous? Based on these results, what is your conclusion about the data?
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